Thread Level Parallelism
&
Data Level Parallelism
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1 Time Instructions Cycles Time

= = X . X
Performance Program Program Instruction Cycle

IPC x Hz

instr. count

— Performance =

Au¢non amrédoong
 clock speed (1Hz)
* QPXITEKTOVIKEG BeATIOTOTTOINOEIG (TIPC):
* pipelining, superscalar execution, branch prediction,
out-of-order execution, caches
* aAyopiBuoil (|instr.count)
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e O ILP ekpetaAevetal mapaAAnAeg Asttoupyieg, cuvnBwe pn opl{OUEVEG ATTO
TOV TIPOYPOUUOTLOTH

- o€ pla «euBeia» akoAouBia evtoAwv (xwpic branches)

- avapeoa o€ dtadoxikeg emavaAnPelg evog loop

e AUOKOAO TO va e€dyoupe oAogva Kal teEpLocotepo ILP amod €va kat povo viua
EKTEAEONC

- €yyevwe XapnAoc ILP og moAAEG edboplLOYEC
- OVEKUETAAAEUTEC TTOAAEG ATTO TIG LOVASEC VOG superscalar emeéepyaoth)

e JuxvotnTa poAoyloU: GUCLKA EUMOOLO OTN CUVEXOMEVN avénaon TNG
- HeyaAn €kAuon Beppotntag, LeyaAn katavaiwon woxvoc, dtappor) pPEVUATOC

[pemnet va Bpouue aAAov tpormo nepa armo tov ILP + cuyvotnta poAoytlou

yia va BeAttwoouue tnv anodoon
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* NMapaAAnAicpog o eminedo evtoAng (Instruction Level Parallelism - ILP)

e E€aptatal amo T mpaypaTikeC e€aptroelg SedopEvwy Tou udiotavral
QVAUEOQ OTLG EVIOAEC.

* NMapaAAnAicpog oe entinedo viapatog (Thread-Level Parallelism — TLP)

« Avarmopiotatal pnTta arno ToV MPOYPALLUOTLOTH, XPNOLLOTIOLWVTOC
TTOAAQUTTAQL VA LOITOL EKTEAECNC TA OTIOLAL ELVOLL EK KATOLOKEUC TTApAAANAQL.

* NMapaAAnAicpog oe eninedo dedbouevwy (Data-Level Parallelism — DLP)

* Avarmopiotatal pnTtd amno Tov MPOoYPALLUATIOTA N SNUoupyEeital autopata
arto TOV PETOYAWTTLOTA.

* OL 10lec evtoleg emetepyalovtal moAAamAd dedopEva TavuToxpova
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[TOAUVNHATIKEC APXITEKTOVIKEG
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e JKOTIOG: xpron moAAwv aveEaptntwy instruction streams amnod moAAamnAd
VALOTO EKTEAEDONG

* MoapaAAnAiopog oc eninedo vipatoc (Thread-Level Parallelism — TLP)
Avaraplotatal pnta oo ToV TIPOYPAMLATLOTH, XPNOLHLOTIOLWVTOC TTOAAQTIAQ
VIALLOTOL EKTEAEONC TA OTTOLAL ELVAL EK KATALOKEUN G TTOLPAAANAQL

* [loAAa doptia epyacioc €xouv oov XoPoKTNPLOTLKO TouC Tov TLP:

- TLP og moAumpoypappatilopeva ¢poptia (EKTEAECN OVEEAPTNTWY OELPLAKWV
epappoywv)

- TLP og moAuvnUOTIKEG ePapPUOYEC (eTttayuvon pag ebappoyng dtaxwpilovtag
TNV O€ VI HOTA Kol EKTEAWVTOC Ta TTPAAANAQ)

*  OLTOAUVNHOTLKEC APXLTEKTOVLKEC XpnoLpomoLloUv tov TLP og tetola poptia
gpyaoiog yia va BeAtiwoouy ta emntinmeda xpnoLponoinong twv povadwyv tou
enetepyaotn

- BeAtiwon tou throughput moAunpoypappatilOpuevwy ¢optiwy
- BeAtiwon Tou XpOvou eKTEAECNG TTOAUVNUOATIKWY £EDAPLLOYWV
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10 .t ,t2 ,t3 ,t4 .15 .6 ,t7 ,t8 .19 .t10.t11 12,13 t14,

LI r1, 0(r2) LEIDIXIMIW| : : : ¢
LW r5, 12(r1)i |F|-]|-|-|D|X|[M|W
ADDI 5, r5,#12; | [_-[-[-|F

SW r5, 12(rl):

e OLetaptNoelc HETAEL TWV EVTOAWY ATTOTEAOUV MEPLOPLOTLKO
nopayovta yo tnv e€aywyrn mapaAAnAlopou

* TLumopEL va yivel mpog auth tn katevBbuvon;
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MW UTOPOUUE VO LELWOOUUE TLC €EAPTAOTELC LETAEY TWV EVIOAWV
o€ €va pipeline?
- ‘Evac tpormoc eival va eTiKaAUPOUE TNV EKTEAECN EVTOAWV ATTO
dladopeTika vipata oto oLo pipeline...
ErukaAvyn exktéAeonc 4 vnuatwyv, T1-T4, oto anAo 5-stage pipeline
10 t1 12 13 t4 15 16 17 .t8 , t9

Tl: LW rl,0(xr2) _F D|X|M WE
T2: ADD r7,rl,r4 F D, MIWE
T3: XORI r5,rd, #12: i M|DIXIMIWE
T4: SW  r5,0(r7) | [ ElDlIxIMIWE
Tl: LW r5,12(rl) EIDIX M.W

H rtponyouuevn evioAn ope-vnuo oAokAnpwvet to
WB ripotou n emouevrd evrtoAn oto idto viua

dtaBaoel to register file
cslab@ntua 2018-2019 8
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Thread W 2
select

» To software «BAEmel» moANamAég CPUs
* KaBe vipa xpetaletal va dtatnpel tn S1Kr) TOU APXLTEKTOVLKI) KATAOTOON

- program counter
- general purpose registers

* Ta vApata potpdalovtal TiG idleg povadec ektéAeonc

* Hardware yia yprjyopn evaiiayn twv threads

- TIPETEL VA lval TIOAU TtLo ypryopn ano €va software-based process switch (= 100s -
1000s KUKAWV)
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* [M\eovekTRpaTa
* At xpeldletal dependency checking petaél twv evtoAwv
* Ae xpelaletal branch prediction

* Anoduyn bubbles mpayuatonolwvrtac xpriown SouvAeld amno alla
threads

* BeAtiwon system throughput, utilization, latency tolerance

* MelovekTnpata
* NoAumAokotnta hardware (PCs, register files, thread selection logic, ...)
« Xelpotepo single thread performance (1 instruction every N cycles)

* YPnASc avtaywviopog yLa mopouc (resource contention for caches &
memory)

ErtutA£ov UALKO Kal TAnpodoplec:

e Mario Nemirovsky, Dean M. Tullsen. Multithreading Architecture. Synthesis Lectures on
Computer Architecture, Morgan & Claypool Publishers 2013, ISBN 9781608458554.

cslab@ntua 2018-2019
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AnoteAEéopota yia
8-way superscalar.

E memory conflict
E long fp

short fp

long integer

m short integer
load delays

D control haxards
branch misprediction
E deache miss

[III icache miss

E duib miss

B ittt miss

. processor busy

[Tullsen, Eggers, and Levy,

“Simultaneous Multithreading: Maximizing

On-chip Parallelism, ISCA 1995.]
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Issue slots
]
]
]
]
]
]
]
]

Horizontal waste Vertical waste

* Horizontal waste: e¢autiac yapunAou ILP

* \ertical waste: e¢autiac long-latency yeyovotwv
- cache misses

- pipeline flushes Aoyw branch mispredictions

cslab@ntua 2018-2019
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CPU1

e ta mpoPAnuata e€akoAovBouv va udilotavtal...

cslab@ntua 2018-2019
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1. Coarse-grained multithreading
2. Fine-grained multithreading

3. Simultaneous multithreading (SMT)

cslab@ntua 2018-2019
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Time

>
»

Issue slots

EvaAlayn thread povo petd ano stall tou thread mou exteAeitay, .. Aoyw L2 cache miss

MAgovekTApaTa:

- Oe xpelaletal va £XEL TTOAU Ypriyopo UNXaVvIopo evailayng Twv threads

- Oev kaBuotepel TNV ektéAeon evog thread, adol ol evtoAég amo aAAa threads yivovtal issue povo otav To

thread avtipetwnioet kamnouo stall
MelovektApata:

- Oev avtipetwrilel To horizontal waste

- o0¢ pkpa stalls, n evaAiayn tou stalled thread kat n popoAdynon oto pipeline kamolou £towuou thread pmnopet
va £XEL aMWAELEC otV amodoon tou pwtou thread av teAlkd ol KUKAOL Tou stall-apel eival Atyotepol amod Toug

KOOTOG EKKLvnNong Tou pipeline pe to véo thread

E€attiag autol Tou start-up kK6otouc, To coarse-grained multithreading elvat kaAUTEPO yLa TNV pelwon

TOU KOOTOUC amo ueyalda stalls, yia ta omnoia to stall time >> pipeline refill time

e.g., IBM AS/400, DYSEAC, TX-2

cslab@ntua 2018-2019
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\4

Issue slots

_ o
o

Y "] 1

To «Kitpvo» thread eivou stalled ko
TLOLP OLKOLUTTTETALL

e EvoAhayn petalu twv threads og kABe kKUKAO, pe amOTEAECUA TNV ETILKAAUYP N TNC EKTEAEONC TWV
threads

- n CPU &ilvat autr mou KAveL tTnv evaAlayn o€ kaBe KUKAO

* Tivetal pe round-robin tpomo (KUkALkd), mapakapntovrag threads ta onola eival stalled og kdmoto
long-latency yeyovog

e Avtlpetwrilel to vertical waste, T0c0 yla pkpd 600 Kat yio peyaAa stalls, agou otav eva thread eival
stalled to emopevo pmopel va yivel issue

* MelovekTpota:
- Oev avtipetwrnilel To horizontal waste

- koBuotepel tnVv ektéAeoN VoG thread To omolo gival £TolHo va eKTEAEOTEL, XwpLG stalls, adou avapeoa oe
StadoxLkoug KUKAOUG autoU tou thread mapepBaAlovial KUKAOL EKTEAECNC Ao OAa Ta uTtoAouna threads

e e.g., UltraSPARC T1 (“Niagara”), Cray MTA, CDC 6600, Delco TIO
cslab@ntua 2018-2019 16



Time

\ 4

Issue slots

e [lvovtatlissue eVToA£C armo MOAAATIAQ VI LLOTO TAWWTOYXpOVA
- avtpetwniletal to horizontal waste
* Otav éva vua stall-apel Aoyw evocg long-latency yeyovotog, Ta uTtoAouna

vAjpota propouv val SpopoAoynBbouv Kal va XpnOoLUOTIOLooUV TLIC SLaBECLUEC
HLOVAOEC eKTEAEONC

- avtlpetwniletal to vertical waste

* MEYLOTN XPNOLULOTIOLNON TWV EMEEEPYAOTIKWY TIOPWV ATTO OVEEAPTNTEC
AELTOUPVLEC

cslab@ntua 2018-2019
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Mo tepLoxéc pe uPnAd emtimeda TLP, [Lo TLEPLOYEC pe xapunAa emnieda TLP,
: : o)\OK)\r]po TO €UPOC TOU EMeéepyaoTh

OAOKANPO TO £UPOC TOU EMEEEPYAOTN
potpalstol oo oAa ta threads glvat ,5“1980410 ylo TV eKUETAAAEUON
Tou (omotov) ILP

Issue width Issue width

| Time

Time

cslab@ntua 2018-2019 18



Fetch
Unit

PC

=

—

Instruction Cache

tloating point y —
mstruction queue registers units |-
A Data
Cache
A 4

8
| 4

Decode

mteger
mstruction queue

mteger
registers

F

Register
Renaming

mt/1d-store
units

* BOOLKEC ETIEKTACEL OE OXEON HE Mo CUBATIKA superscalar apXLtEKTOVLKN

noAAamnAoi program counters kot KATAAANAOG LNXOVLOUOG LECW Tou omoiou n fetch unit emiA€yel
KATIOLOV OO AUTOUC o€ KABE KUKAO (TT.X. LE BACN KATIOLOL CUYKEKPLUEVN TTOALTLKNA)

thread-id o€ kaBe BTB entry yia tnv anoduyn npoBAePng branches mou avrikouv oe aAAa threads

Eexwprotn) RAS yia kaBe thread yia tnv npoPAsdn tng StevBuvoncg emotpodPric HETA Ao KARoN
uTtopouTivag og kaBe thread

Eexwplotoc ROB yua kaBe thread mpokelpgévou to commit kat n dtaxeiplon twv mispredicted
branches + twv exceptions va yivetat aveéaptnta yio kabe thread

neyaAvtepo register file, yla va umtootnpilel Aoykoug KataxwpnteS yia oAa ta threads + enutAgov

KATAXWPNTEC yla register renaming

§eXwpLoto renaming table yiwa kB¢ thread

» £POooV ol Aoytkol kataywpnteg yia OAa ta threads armeikovi{ovtat 0Aot o€ SLaPoPETIKOUC
(PUOLKOUC KOTOXWPNTEC, Ol EVTOAEC a0 SLapopetika threads umopouv va avautydouv UETA TO
renaming xwpic va ouyyeovtal oL source Ko target operands avausoa ota threads

cslab@ntua 2018-2019
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1. Pentium 4

2. Power5

3. UltraSPARCT1

cslab@ntua 2018-2019
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* 2-way SMT
- TO A£LTOUPYLKO «PBAgmel» 2 CPUs
- ektelel Vo Slepyaoieg Tavtoxpova
» ToAunpoypappati{opeva doptia

» TLOAUVNUATLKEC EPOAPUOYEG

* O duoLkoc emetepyaotnc HLATNPEL TNV APYLTEKTOVLKA Yo 2
AOYLKOUC ETIEEEPYAOTEC

e EmutA€ov KOOTOC yLa urtooThPLEN 2 TOUTOXPOVWY VNHATWVY
eKTEAEONC < 5% ToUL ap)LlkoL hardware

cslab@ntua 2018-2019
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Instruction Streaming Buffers Next IP
Instruction TLB

Trace Cache Next IP |}

Trace Cache
Fill Buffers

it

Register Alias - o
—

"
i
!

Microprocessor

Research
Forum 2002
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Architectural
State

Architectural
State

Architectural
State

Architectural
State

L2 U-cache | L3 U-cache

Cache control

9
al 1.l 12 |2] |8 =
Ell=| (8] |Z] |3 3
—tdgtdol 15113 =
3 ol el |T =
o) )
Eo%ggmm
[as] ;mz‘-g
o o E
= Wl =

3

uCode

=

U ROM O

(]
o
=
o
)
2
o
[

D-TLB

L1 D-cache

Load
AGU

Store
AGU
ALU

ALU

ALU

FP Load
FP Store

FP Add
FP Mul
FP Div
MMX,SSE

Reorder / Retire

L2 U-cache

BTB, I-TLB

L3 U-cache

Cache control

Decode

Trace cache

o
s |8 =
< = =}
3 ]
[ 3 2
£ =i o
)
] @)
o
5 S 212
x LHE
5
3
uCode =
ROM 3]
n
o
=
o
9]
)
o
[

D-TLB

L1 D-cache

Load
AGU

Store
AGU
ALU

ALU

ALU

FP Load
FP Store

FP Add

FP Mul

FP Div
MMX,SSE

Reorder / Retire

L2 U-cache | L3 U-cache
Cache control
) g 8
| ) IS 2
El |= g S
0 S it 3
3 = g
(o]
2| 8] [§] |2
o0 = 2
uCode
BTB ROM

uop queues

D-TLB

L1 D-cache

Load
AGU

Store
AGU

ALU

Integer reg. file

ALU

ALU

Schedulers

FP Load
FP Store

FP Add

FP Mul

FP Div
MMX,SSE

FP reg. file

Reorder / Retire

* 0TOUC TTOAUETIEEEPYOOTEC T resources Pplokovtal og TTOAAATIAA

avtiypada

» oto Hyper-threading ta resources dtapotpalovtol

cslab@ntua 2018-2019
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* [MOopol og moAAamAQ avtiypada:
- oPXLTEKTOVLIKN Katdotaon: GPRs, control registers, APICs
- instruction pointers, renaming hardware

- smaller resources: ITLBs, branch target buffer, return address stack

e JTOTIKA SLoXWPLOUEVOL TIOPOL:
- ROB, Load/Store queues, instruction queues

- KABE VO UTTOPEL VAL XPNOLUOTIOLOEL WG TA oA (to TToAU) entries kAOe
TETOLOU TIOPOU

» €va vpa v umopel va olkelomolnBel To cUVOAO Twv entries, OTEPWVTOC
T duvatotnta oo To AANO VAUO VOL CUVEXLOEL TNV EKTEAECH TOU

» etaodpalAlleTal n AMPOOKOTTN IPOO0SOC EVOC VAMATOC, AVEEAPTNTA OTTO TNV
NP0o0do Tou AAAOU VAMATOC

e Auvapka Stapolpalopevol opol (kat” amaitnon):

- out-of-order execution engine, caches

cslab@ntua 2018-2019 24



Re-Order
Buffer

Register
Write
Registers

Register
Read
Registers

Register
Rename

In-Order

Out-Of-Order

In-Order

25
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* Trace cache

- «&ldkn» instruction cache mou kpatadel
QTIOKWOLKOTIOLNUEVES ULKPO-EVTOAEG

- o€ KaBe cache line amoBnkevovtal oL pLKpo-
EVTOAEC OTN OELPA LIE TNV oTtoila ekTEAOUVTOL
(Tt.X. evtoAn aApoatog padl pe tTnv akoAouBia
evtoAwv otnv npoPAedBeioa katevBuvon)
e Ye Tautoxpovn {ntnon amno toug 2 LPs
(Logical Processors), n mpocfaon

evaAAdooetal KUKAO-ava-KUKAO
e Otav povo 1 LP {ntaeL npoocBaon,
uropel va xpnotpornotnost tnv TC oto

ueyloto duvato fetch bandwidth (3
ulPC)

cslab@ntua 2018-2019

|-Fetch i Uop
: queue
1P i
IP i
Trace i
Cache !
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Trace Cache
fill

L2 Access Queue

Uop
queue

ITLB

] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
] ]
L2 Access —»  Decode |——>

Trace

]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
]
' Cache

-______---___-.l.--____--__________________--

* L2 cache
- nnpooPaon yivetal pe FCFS tpomno
 Decode

- o€ tauroxpovr] Zr]tr]or] armo toug 2 LPs, n mpooBacn evalAdooetal, aAAQ LE TILO coarse-
grained tpomo (&nA. oxL KUKAo-ava- KUK)\O aAAa k kUkAouc-ava-k KUK)\ouq)
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I-Fetch ; Uop i Rename | Queue | Schedulers ; Register i Execute ; L1 Cache i Register i Retire
queue ' | Read i i i Write !
' 1 general E E E E
P i i | | i ! Store Buffer | ! Re-Order
| i | l I i i Buffer
E E Register , - ] E E E E
| || Rename || | | | | | |
| | o | | | - s
L > —> Al|: — | |
i i i i i
i i Allocator i E i i i
b \ ' i — Registers ' L1 D-Cache | Registers
Trace | i I memory | | |
Cache !
In-Order Out-Of-Order In-Order

* Allocator: ekxwpel entries og kdOe LP

63/126 ROB entries

24/48 Load buffer entries

12/24 Store buffer entries
128/128 Integer physical registers
128/128 FP physical registers

e e TOowTtoxpovn {ntnon amno toug 2 LPs, n mpooBacn evaAhdooeTol KUKAO-aVA-KUKAO

 stall-apetl €vav LP otav emxapa VO XPNOLLLOTIOLNOEL TTIEPLOCOTEPA ATIO TA ULOA entries
TWV OTATLKA SLAXWPLOUEVWV TIOPWV

cslab@ntua 2018-2019
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I-Fetch ; Uop i Rename | Queue iScheduIersi Register i Execute ; L1 Cache i Register i Retire

queue | ' ' | Read Write
1 1 1 1
1 1 1 1
1 1
1 1 1 1 1 1 1 1 1
' 1 ' general ! ! ! ' ' '
P ! I ! 0 0 ! 0 Store Buffer | ! Re'Order
i — i i i e i e
1 1 1 1 L 1 1 1 1 1
Register

1 1 Rename | 1 1 1 1 1 1
1 1 1 1 1 1 1 1 1
1 1 || 1 1 1 1 1 1 1
| | | | | | | —i —
1 1 1 1 ) ) 1 1 1
1 1 1 1 1 — 1 1 1
5 e —— > i i i :E i i i
1 1 1 1 ) ) 1 1 1
1 1 1 1 1 1 1 1 1
1 1 1 1 1 1 1 1 1
1 1 1 1 1 1 1 1
i | Allocator | , f ! ' : . |
! ! i i i Registes | LiDCache | 00T

Trace | | I memory | | | | | |

Cache i i i i i i 1 1 1
1 1 1 1 1 1 1 1

< > <€ > <€ >
In-Order Out-Of-Order In-Order

* Register renaming unit

- enektelvel Suvaulka toug architectural registers amelkovi{ovtdg touc o€ Eva
HeyaAUTeEPO cUVoAo aro physical registers

- &eXwpLoTO register map table yia kaBe LP
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I-Fetch ; Uop i Rename | Queue iScheduIers: Register i Execute ; L1 Cache | Register i Retire

1 .
queue i ' ' ' Read Write
1 1 1 1
1 1 1 1
1 1
1 1 1 1 1 1 1 1 1
i i i general i i i | Store Buffer ! i
" i i i 1 ' ! ! ore Butter ! ' Re-Order
i o | | | | —1 i i Buffer
1 1 1 1 L 1 1 1 1 1
Register
1 1 Rename | | | | | | |
1 1 1 1 1 1 1 1 1
1 1 || 1 1 1 1 1 1 1
' ' ' ' ' ' ' — —
1 1 1 1 1 1 1 1 1
- S SO i i —H = = =

1 1 1 1 1 1 : : :
1 1 1 1 1 1 1 1 1
1 1 1 1 1 1 1 1 1
1 1 1 1 1 1 1 1
i | Allocator | , ! ! ' : : |
! ! i i — 1 Registers | LiDCache | 0%

Trace | | - memory | | | | | |

Cache i i i i i i 1 1 1
1 1 1 1 1 1 1 1

< > € > <€ =
In-Order Out-Of-Order In-Order

e Schedulers / Execution units

- otnv npaypoatikotnta d& (xpetaletal va) E€pouv o€ Ttolov LP avrikel n evtoAn
TIOU EKTEAOUV

- general+memory queues OTEAVOUV LILKPO-EVTIOAEC 0TOUG OPOUOAOYNTEC, UE TNV
npooBaon va evalldoostal KUKAO-ava-KUKAO avapecsa otouc 2 LPs

- 6 WIPC dispatch/execute bandwidth (= 3 UIPC per-LP effective bandwidth, 6tav
Kol oL 2 LPs gival evepyol)
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I-Fetch | Uop i Rename | Queue | Schedulers ; Register i Execute | L1 Cache i Register ! Retire |
i queue ' ' Read : [ : Write :
P i i i general i i i i Store Buffer i i Re-Order
E E E E E E E E E Buffer
s | g || | o s s s s

Rename
CT T : : | : - 1 1 1 1
: : : : ; ! : = =
— — —— i > 1 i | |

| | | | | | | | |

1 1 1 1 1 1 1 1 1

1 1 1 1 1 1 1 1 1

1 1 1 1 1 1 1 1

1 1 1 1 1 1 1 1 1

: t | Alocator : : : : : : ! Registers :

: : : : — 1 Regsters : ! LlD-Cache | :

1 1 — 1 1 1 1 1 1 1

Trace | | ! memory | | | | | |

1 1 1 1 1 1 1 1 1

1 1 1 1 1 1 1 1 1

1 1 1 1 1 1 1 1 1
<
<

In-Order Out-Of-Order In-Order

> >
>

A
\ 4
A

* H apyttektovikn kataotaon Kabe LP yivetal commit pe tn oslpa
npoypappatoc, evallaooovtag tnv npoocfaon otov ROB
avapecsa otoug 2 LPs kUkAo-ava-kKUKAO

e 3 ulPC retirement bandwidth
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e SPLASH2 Benchmarks: 1.02 —1.67
e NAS Parallel Benchmarks: 0.96 —-1.16
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From: Tuck and Tullsen,

“Initial Observations of the
Simultaneous Multithreading
Pentium 4 Processor”, PACT 2003.
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Case-study 2: Power5
Enéktaon tov Power4 yia untootnpién SMT (2004)

s o e a e
155 e ea Hoc Hron w0 He
oo B el e o
s H

s oo

* Power4: Single-threaded «mpokatoyxoc» tou Power5

* 8 execution units
- 2 Float. Point, 2 Load/Store, 2 Fixed Point, 1 Branch, 1 Conditional Reg. unit

- KABe pio pmopet va kavel issue 1 evtoAn ava KUKAO

* Execution bandwidth: 8 operations ava kUkAo
- (1 fpadd + 1 fpmult) x 2FP + 1 load/store x 2 LD/ST + 1 integer x 2 FX
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Branch redirects Power4

Instruction crack and
group formation

‘ s egister,sets)
R or fotoh [ -issHrr Hex |—2peine Xfer

E — Loadistore

' - c ap pipeline

- — MP [—/1SS [H RF [+ EA [—DC [—{Fmt [—WB [—{Xfer
; Da

; 10 D2 D3 HAferGD | MP[TISS - AF | EX " —|WB [—xfer
J Fixed-point

: Group formation and pipeline

: instruction decode —|MP 1S5 - RF —@

i F&

2 fetCh (PC)1 - Floating- WB [—jier

point pipeline

&
|

&

e e e s T i e e e e = = N N N N e r s s s s s e e A e et e e
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SMT resource management

i e Dynamic
L Biyoh predicion ] instruction
' Beloony Shared
Shared
Program Branch| | Return| | Target b execution
counter history | B stack | | cache queues units
: tables LSUO Data Data
S~ ZAomate FXUO Translation ~Cache
LSU1
Instruction Group formation . : " :
ca?:hr-lz Instruction decode [—= * 2 5 — [Exu1] .
Dispatch FPUO
Instruction
translation FPU1
' |BXU | 2
Thread CRL Data Data
priority Shared- Read Write translation | |cache|
register shared- shared- T
mappers register files register files L2
cache

| [ Shared by two threads [ Thread 0 resources M Thread 1 resources l
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* AU&non ouoxetlotikotntog tnG L1 instruction cache kot Twv
ITLBS

e =gxwplotec Load/Store queues yla kaBe vrpa
* AU&non peyeBouc twv L2 (1.92 vs. 1.44 MB) ko L3 caches

e Zgxwploto instruction prefetch hardware kat instruction buffers
ylo KaBe vAapa

* AU&non twv registers amo 152 oe 240
* AU&non tou peyeBouc Twv issue queues

* Auénon peyeBouc kata 24% oe oxeon Ue Tov Power4 s€attiag
™N¢ mpooBnknc hardware ywa vrtootnptén SMT

cslab@ntua 2018-2019
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Branch redirects Out-of-order processing

Instruction fetch

Branch
! pipeline

. MP -1 IS5 |-{ AF [ EX -

Load/store
LE IE | . ap J pipeline y
. 1SS - DC —|Fmt|— CP=

: WB [—{Xfer
: ‘ H—
i DO H b1 H D2 H D3 HxterH{GD }~— MP 1SS H RF [ EX WB [—Xfer

F6 —wB |- Kferlf
Floating-
point pipeline

— MP — HF [ EA [ WB [—|xfer i

' Fixed-point .
Group formation and pipeline |
instruction decode = MP [11SS || RF [] |

e Jto IF otadio n mpooPaon evaAldooetal KUKAO-ovA-KUKAO avapeoa ota 2 threads
- 2 instruction fetch address registers, 1 ywa kaB8e vriipa
* Mmopouv va poptwBoulv 8 instructions og kaBe kUKAo (otadio IC) amno tnv I-Cache

- O€ €VOV OUYKEKPLUEVO KUKAO, OL EVTOAEC TToU dpopTwvovTal TIPoEPYovTal OAEC amno to idlo thread

- Kot toroBetouvtal oto instruction buffer tou thread avtou (otadio DO)
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Branch redirects Out-of-order processing

: Branch
: Instruction fetch ! pipeline
: MP ISS H RF HH EX [ WB [—xfer
: J Load/store
' ipeline
o i I— IC BP e 2
! ~| MP /1SS [-| RF - EA [—|DC —|Fmt|—wa—xfer H |CP [
: ‘ p —
: DO Hp1 H D2 H D3 HxierHGD }~— MP 1SS H RF H EX : — WB [—Xfer !
) Fixed-point !
Group formation and pipeline |
instruction decode = MP [11SS || RF [] .
F6 ——wB | Kferlf E
Floating- .

point pipeline
Interrupts and flushes !

e JYta otadla D1-D3, avaloya pe tnv potepatotnta kabe thread, o emetepyaotnc
SLaA€yel eVTOAEC armo €vav armo touc duo instruction buffers ko oxnuatilel eva

group

* 'OAec oL eVTOAEC O€ €va group mpogpyovtal amo to iblo thread kot
armokwdikomolovvtal mapAAAnAa

* KaBe group pmopei vo tePLEXEL TO TTOAU 5 eVTOAEC
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Branch redirects Out-of-order processing

Branch
: Instruction fetch ! pipeline
: MP ISSH AF HHEX WB [—xfer
: J Load/store
! ipeline
Ll | IF | c Bp pip :
: —|MP IS5 H RF H EA —DC —<Fmt}—WB—Kfer H [CP [
: f__l :
5 DO H p1 H D2 H D3 HxierHGD }~— MP 1SS H RF H EX : — WB [—iXfer !
: T Fixed-point :
! Group formation and pipeline I
instruction decode —|MP [—|ISS | RF [ -

F6 ——\WB | —xfer |7 :
Floating- -

point pipeline
Interrupts and flushes !

e Otav OAol oL amattoUpevol TopoL yivovtal SLabEatpol yla TIG EVTOAEC EVOC group, TOTE TO
group pmopel va yivel dispatch (otadio GD)

- To group tomoBeteital oto Global Completion Table (ROB)

- ta entries 0to GCT ekxwpoUuVTaL UE TN OELPA TIPOYPAUMATOC yia KABOe thread, kot ameAevBepwvovtal
(TLAAL LE TN OELPA TIPOYPAPHUATOC) HOALC TO group yivel commit

* Meta to dispatch, kaBe evtoAn tou group SLEPYETAL LECA ATTO TO register renaming otadlo
(MP)

- 120 physical GPRs, 120 physical FPRs
- ta 2 vpata dtapotpalovtal SuvapLka registers
cslab@ntua 2018-2019 39



Branch redirects Out-of-order processing
. Branch
Instruction fetch ! pipeline
. MP 1SS - RF H EX [ WB [—{Xier
: J Load/store
. ipeline
o P IC BP P 5
! : ~ MP (1SS [H RF [H EA —{DC —{Fmt}—wa —{xfer—H |CP [
: 1 oo
i DO Hp1 H D2 H D3 HxierHGD }~— MP 1SS H RF H EX : —WB —iXfer [— !
: I Fixed-point
] Group formation and pipeline
5 instruction decode ~{MP 1SS [H RF —%_‘
F& : WB —ixfer—
] Floating-
point pipeline

Interrupts and flushes

e |ssue, execute, write-back

- O¢e ylvetal dakplon avapeoa ota 2 threads

* Group completion (otadto CP)
- 1 group commit avd kUkAo yia kaBe thread

- OTh O€lpA TPOYPAUHUATOC TOU KABe thread
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e [penelva e€aopaAlotel N anpookomntn Kol opaAn pon twv threads oto

pipeline, aveédptnta amo TIC AmaAlTAOELS TOU KaBEVOC o€ eTeéEPYOOTIKOUC
TTOPOUC

* Mnyxaviopol meploplopol evog oAU amattntikou thread:

- ueiwon npotepatotntac tou thread, 6tav dtamotwvetal otL ta GCT entries mou
XPNOLUOTIOLEL EeTtEPVOUV €Va KAOOPLOUEVO OPLO

- otav €va thread €xeL moAAA L2 misses, TOTE Ol LETAYEVEOTEPEC EEAPTWUEVEG

EVTOAEC TOU UITOPOUV va Yepioouv TIC issue queues, epmodilovtac va yivouv
dispatch evtoAéc amno to aiAo thread

» ntapakoAoudnon tn¢ Load Miss Queue evog thread €tolL wote otav ta
misses Tou uTtepPalivouv KATIOLO OpLo, N armokwdLKOTToiNon EVTOAWV TOU v
oTaUATAEL PEXPL VO artooupdopnBoulv oL issue queues

- oupdopnon oTLS issue queues Umopel va cupPet ko otav eva thread ektelel pla
EVTOAN MOV amalLtel oAU Xpovo

» flushing Twv evtoAwv tou thread mou meplpévouy va yivouv dispatch kot
nipoowptvy SLakorn TH¢ armokKw IKOTOiNoN¢ EVTIOAWY TOU HEXPL VA
anocupdopnBouv oL issue queues
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* Emupenel oto software va kaBopilosl mote €va thread Ba mpemeL va £xetL
HEYAAUTEPO 1 ULKPOTEPO PEPLOLO EMEEEPYOOTIKWV TTOPWV
e MBaveéc attieg yia SLadopETIKES TIPOTEPALOTNTEC:

- ¢éva thread ektelel éva spin-loop mepLpévovtag va mapet kamoto lock = dev kavel xpAolun
S0UAELA 000 spin-ApeL

- ¢€va thread &ev €xel SoUAeLd va EKTEAEDEL KL TIEPLEVEL VOL TOU avaTteBel SoUuAeld o€ Eva
idle loop

- ula epoppoyn MPEMEL va TPEXEL TILO YPAYOPO OE OXEON HE piot AAAN (r.x. real-time
application vs. background application)

» 8 software-controlled enineda nmpotepalotntac yia kabe thread

e O enetepyaotnc mapatnpel tn Stadopd Twv EMUTEOWV TPOTEPALOTNTAC TWV
threads, kot 6ivel oto thread pe tn peyalltepn npotepatdoTnTa
NMEPLOOOTEPOUC HLadoxLKOUC KUKAOUC Yo armokwdLkomoinon evtoAwy tou

cslab@ntua 2018-2019
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Enidpaon npotepatotntac otnv anodoon kade thread

e Otav ta threads €xouv idLe¢
TIPOTEPALTOTNTEC, EKTEAOUVTOLL
TILO APY QL ATT’O,TL OV KALOE
thread eiyxe StaBcopua OAa Ta
resources Tou €MeEepyaoTh
(single-thread mode)

cslab@ntua 2018-2019

Instructions per cycle (IPC)

Single-thread mode

0,7 2,7 47 6,7
16 36 56

25 45

14 3.4

2,3

2,1

7.7
6,6
5,5
4,4
3,3
2,2

7,6
6,5
5,4
4,3
3,2
2,1

= =n
74 72 70 11
6,3 6,1 0,1
5.2 1,0
4,1 Power
save
mode

Thread O priority, thread 1 priority

|OThread 0 IPC B Thread 1 IPC |
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Large
Core

Out-of-order
Wide fetch e.g. 4-wide
Deeper pipeline

Aggressive branch predictor
(e.g. hybrid)

Multiple functional units
Trace cache

Memory dependence
speculation

Small
Core

In-order
Narrow Fetch e.g. 2-wide
Shallow pipeline

Simple branch predictor (e.g.

Gshare)
Few functional units

cslab@ntua 2018-2019
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* Grochowski et al., “Best of both Latency and Throughput,” ICCD 2004.
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| Large core | Small core
Microarchitecture Qut-of-order, In-order
128-256 entry
| ROB {
Width 3-4 1
Pipeline depth 20-30 5
MNormalized 5-8x 1%
performance
Normalized power 20-50x 1%
Normalized 4-6x 1%
energy/instruction
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Single
issue

ILP |C M C M C M ]

TLP[c M i
(on shared ., Time saved
singleissue |[C M i -
pipeline) C M

[0 Memory latency [ Compute latency

e JYuunepldpopad enefepyaotwy PeAtiotononuevwy ya TLP kat ILP og server workloads:
- server workloads:
» vPnAog TLP (peydaioc aplBuoc mapaAAnAwv client requests)

» xaunAog ILP (upnAd miss rates, moAAa unpredictable branches, ouxvéc load-load
e€apTtAOELC)

» TO memory access time KupLapxel 0To CUVOALKO XPOVO EKTEAEDNC
* O “ILP” emetepyaoTnC LELWVEL POVO TO computation time
- TO memory access time kuplapyel oe akOUO LEYAAUTEPO TTOCOOTO

e Jtov “TLP” enetepyaotr, To memory access evoc thread emikaAumtetal amno
computations amno aAla threads

- nanodoon avéavetal yla po memory-bound multithreaded edappoyn
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* in-order, single-issue i L2
ore cache To
- ETUKEVIPWVETOL TAAPWES OTNV e memory
EKUETAAAEVON TOU TLP EARE
Core
e 4-8 cores, 4 threads ava core
L2
- max 32 threads Core il o
- fine-grained multithreading \ Directory
e L1D + L1l polpalOpevec armo ta R e S -
4 threads sl e -
Core / ba:k merrnory
e L2 cache + FPU polpalouevn / Direcory
aro oAa ta threads .
o EeXxwpPLOTO register set + i o
. . bank memory
instruction buffers + store Core p—
buffers yia kabe thread
Core FPU unit

©2007 Elsevier, Inc. All rights reserved.
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Fetch Thread select Decode Execute Memory Writeback

Register
file
x 4

+‘—|1r

ICache _ | Instruction ——
LB | ™| buffer x 4 ALU DCache
Thread MUL - DTLB Crossbar
select —»— Decode —= Shiftar store interface

[}

Mux DIV buffers x 4

A

|-=—— Instruction type
Thread selects Thread | g  pjisses

select
PC
logic
x4

logic -=— Traps and interrupts
e Onwc to KAaoLKO 5-stage pipeline + thread select stage

~=—— Resource conflicts

* Fetch stage: o thread select mux emiA€yel molog amo touc 4 PCs Ba npemeL va
npoorneAdoel tnv ICache kat to ITLB

* Thread select stage: anmodaoilel o kaBe KUKAO MoLo¢ armo Toucg 4 instruction
buffers Ba tpododotioel pe eVIOAEC Ta eMOpEVA oTAdLA
- av 1o thread-select otadlo enAé€el Eva viipa amo to omoio Ba oteilel evtoAEg, to fetch
otadlo Oa emhE€eL To 16Lo thread yia va tpoomneAdoel tnv ICache

cslab@ntua 2018-2019
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Fetch Thread select Decode Execute Memory Writeback

Register
file

x 4

+ Y
ICache _ | Instruction ——
LB | ™| buffer x 4 ALU DCache
Thread MUL - DTLB Crossbar
select —=— Decode - Shifter store interface
Mux =
- buffers x 4
DIV -

A

|-=—— Instruction type

Thread selects Thread | g  pjisses
select

logic -=— Traps and interrupts
~+—— Resource conflicts

* [loAttikn emthoync thread:
- egvoAhayn petatl dtabsotpwy threads og kaBe KUKAO
- mpotepatotnta oto least recently used thread (round-robin)

e Aoyol un dtaBeopotnrac (kat pun emthoync) evog thread

- long-latency evtoAéc (m.x. branches, mult/div) odnyouv otn pun-emtAoyn tou avtiotolyou thread
ylo 0couc KUKAOUC Slapkouv

- stalls A\Oyw cache misses

- stalls Adyw structural hazards yia pia non-pipelined dopn mou xpnotpomnoleitatl A6 ano

karoto aAAo thread (m.x. divider)
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Thread selecis

UltraSPARC T1 pipeline
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<+—— Instruction type
*— DMisses
<——— Traps and interrupis

*— Resource conflicts
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Benchmark Per-thread CPI Per core CPI Effective CPIl for eight cores Effective IPC for eight cores

TPC-C 7.2 1.8 0.225 4.4
SPECJBB 5.6 1.40 0.175 5.7
SPECWeb99 6.6 1.65 0.206 4.8

* Fine-grained multithreading petaév 4 threads
- 16aviko per-thread CPl =4

* |5aviko per-core CPI =1
 Effective CPIl = per-core CPI / #cores

 Effective throughput: petaét 56% kat 71% tou Wbavikou
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MpodiA ektéAeong evoc peoov thread

100% r
90%
80%

70%

60%
H Not Ready

O Ready, not chosen
M Executing

50%

40%

Percentage of cycles

30%

20%

10%

0%
TPC-C like SPECJBB00 SPECWeb99

£ 2007 Elsavier, Inc. Al rights reserved.
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Aoyot yia tn pn dta@eoipotnta evoc thread

100%

90%

80% [

70%

Percentage of cycles

30%

20%

10% [

0%

* Pipeline delay
int mult/div

cslab@ntua 2018-2019

60% [

50% [

40%

@ Other

O Pipeline delay
M L2 miss

O L1 D miss

M L1 miss

TPC-C like SPECJBB00 SPECWeb99

© 2007 Elsevier, Inc. Al rights resarved.

: long-latency evtoAeg onwg branches, loads, fp,
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Characteristic SUNT1 AMD Opteron Intel Pentium D IBM Power5
Cores 8 2 2 2
Instruction issues per clock per 1 3 3 i
Multithreading Fine-grained No SMT SMT
Caches 16/8 64/64 12K uops/16 64/32

L1 I/D in KB per core 3 MB shared 1 MB/core 1 MB/core L2: 1.9 MB shared
L2 per core/shared L3: 36 MB
L3 (off-chip)

Peak memory bandwidth (DDR2 34.4 GB/sec 8.6 GB/sec 4.3 GB/sec 17.2 GB/sec
DRAMs)

Peak MIPS 9600 7200 9600 7600
FLOPS 1200 4800 (w. SSE) 6400 (w. SSE) 7600
Clock rate (GHz) 1.2 2.4 3.2 1.9
Transistor count (M) 300 233 230 276

Die size (mm?) 379 199 206 389
Power (W) 79 110 130 125

* Boowkeg dladopec:

- eKkpeTaAAevon ILP vs. TLP (Power5 = Opteron, Pentium D - T1)
- floating point performance (Power5 - Opteron, Pentium D - T1)
- memory bandwidth (T1 - Power5 - Opteron - Pentium D)

» emnnpealel tnv anodoon ebapUOywV PE LEYAAO miss rate

cslab@ntua 2018-2019
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«Crash-test» multicore emeéepyaotwv

6.5 r

6.0 | B Powers+

55 F

50 | Opteron

4.5 B SunT1

40

35

3.0

25 r

2.0

15

1.0

i
0 . . . .

1 1 1

Performance relative to Pentium D

1

SPECintRate = SPECfRate SPECJBB05 SPECWeb05 TPC-like

£ 2007 Elsavier, Inc. All rights reserved.
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«Crash-test» multicore eneéepyactwv (~2010)

AMD Opteron IBM Power 7 Intel Xenon Sun T2
8439 7560
Transistors (M) 904 1200 2300 500
Power (W) 137 140 130 95
Max cores/chip 6 8 8 8
Mutlithreading No SMT SMT Fine-grained
Threads/ core 1 4 2 8

Instr. issue/clock

3 from 1 thread

6 from 1 thread

4 from 1 thread

2 from 2 threads

Clock rate (GHz) 2.8 4.1 2.7 1.6

Outermost cache L3, 6MB, L3, 32MB, shared or L3, 24MB shared L2, 4MB, shared
shared private/core

Inclusion No Yes Yes Yes

Coherence protocol MOESI Extended MESI MESIF MOESI

Coherence Snooping L3 Directory L3 Directory L2 Directory

implementation

Extended coherence Upto 8 Up to 32 processor Upto 8 Up to 2/4 chips

support processor chips chips (UMA) processor cores  (directly/external
(NUMA) ASICs)

cslab@ntua 2018-2019
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Large Large

core core
Large Large
core core

“Tile-Large”

* Tile a few large cores
 |BM Power 5, AMD Barcelona, Intel Core2Quad, Intel Nehalem
+ High performance on single thread, serial code sections

- Low throughput on parallel program portions
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Small Small Small Small
core core core core
Small Small Small Small
core core core core
Small Small Small Small
core core core core
Small Small Small Small
core core core core

“Tile-Small”

* Tile many small cores
* Sun Niagara, Intel Larrabee, Tilera TILE (tile ultra-small)
+ High throughput on the parallel part (16 units)

- Low performance on the serial part, single thread (1 unit)
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Large Large
core core
Large Large
core core

Small Small Small Small
core core core core
Small Small Small Small
core core core core
Small Small Small Small
core core core core
Small Small Small Small
core core core core

“Tile-Large”

“Tile-Small”

* Provide one large core and many small cores

 ARM big.LITTLE

+ Accelerate serial part using the large core

+ Execute parallel part on small cores and large core for high throughput

cslab@ntua 2018-2019

Small Small
core core
Large

core Small Small
core core

Small Small Small Small
core core core core
Small Small Small Small
core core core core
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Today: Many Cores on Chip

* Simpler and lower power than a single large core
* Large scale parallelism on chip

Memory Controller

Shared L3 Cache

| Intel Core i7 IBM Cell BE IBM POWER7
s || 8 cores 8+1 cores 8 cores

AMD Barcelon
4 cores

Memory Controlier | Memory Controlier

|

Nvidia Fermi  Intel SCC Tilera TILE Gx
448 “cores” 48 cores, networked 100 cores, networked

e Sl e J1 - e

Sun iagara I
8 cores
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* Intel Nehalem (~2010)
 slides by Krste Asanovic (Berkeley, C5152 - ' )
* HotChips 2012 (HC24
* Intel’s 3 generation processors Ivy Bridge ()
 AMD'’s Jaguar next generation low power x86 core ()
e Knight’s Corner - Intel’'s MIC ()
e Power7+( )
* HotChips 2013 (HC25
e Power8( )
* Intel’s 4th generation processors Haswell ()
* HotChips 2014 (HC26
« AMD’s Kaveri APU (1 )
« AMD’s Opteron A1100( )
* Next generation SPARC Processor Cache Hierarchy ()
* Intel C2000 Atom Microserver (| )
* NVIDIA’s Denver Processor ()
* MIT Scorpio ()

* Powering the loT ( )
cslab@ntua 2018-2019


Lec7-material/L23-Final.pptx
http://inst.eecs.berkeley.edu/~cs152/sp10/lectures/L23-Final.pptx
http://www.hotchips.org/archives/hc24/
http://www.hotchips.org/wp-content/uploads/hc_archives/hc24/HC24-1-Microprocessor/HC24.28.117-HotChips_IvyBridge_Power_04.pdf
http://www.hotchips.org/wp-content/uploads/hc_archives/hc24/HC24-1-Microprocessor/HC24.28.120-Jaguar-Rupley-AMD.pdf
http://www.hotchips.org/wp-content/uploads/hc_archives/hc24/HC24-3-ManyCore/HC24.28.335-XeonPhi-Chrysos-Intel.pdf
http://www.hotchips.org/wp-content/uploads/hc_archives/hc24/HC24-8-DataCenter/HC24.29.815-Power7-Taylor-IBM-120828-Final.pdf
http://www.hotchips.org/archives/hc25/
http://www.hotchips.org/wp-content/uploads/hc_archives/hc25/HC25.20-Processors1-epub/HC25.26.210-POWER-Studecheli-IBM.pdf
http://www.hotchips.org/wp-content/uploads/hc_archives/hc25/HC25.80-Processors2-epub/HC25.27.820-Haswell-Hammarlund-Intel.pdf
http://www.hotchips.org/archives/hc26/
http://www.hotchips.org/wp-content/uploads/hc_archives/hc26/HC26-11-day1-epub/HC26.11-2-Mobile-Processors-epub/HC26.11.220-Bouvier-Kaveri-AMD-Final.pdf
http://www.hotchips.org/wp-content/uploads/hc_archives/hc26/HC26-11-day1-epub/HC26.11-4-ARM-Servers-epub/HC26.11.410-Opteron-Seattle-White-AMD-HotChipsAMDSeattle_FINAL.pdf
http://www.hotchips.org/wp-content/uploads/hc_archives/hc26/HC26-12-day2-epub/HC26.12-7-Dense-Servers-epub/HC26.12.721-SPARC-cache-Sivaramakrishan-Oracle_final_2.pdf
http://www.hotchips.org/wp-content/uploads/hc_archives/hc26/HC26-12-day2-epub/HC26.12-7-Dense-Servers-epub/HC26.12.741-C2000-Atom-Burres-Intel-Avoton arch - hotchips.pdf
http://www.hotchips.org/wp-content/uploads/hc_archives/hc26/HC26-11-day1-epub/HC26.11-2-Mobile-Processors-epub/HC26.11.234-Denver-Darrell.Boggs-NVIDIA-rev4.pdf
http://www.hotchips.org/wp-content/uploads/hc_archives/hc26/HC26-12-day2-epub/HC26.12-7-Dense-Servers-epub/HC26.12.710-Scorpio-Owen-MIT.pdf
http://www.hotchips.org/wp-content/uploads/hc_archives/hc26/HC26-10-tutorial-epub/HC26.10-tutorial2-IoT-epub/HC26.10.215-Powering-Ramadass-TI-YR_hotchips_2014_tutorial.pdf

* HotChips 2015 (HC27 )
 ARM Mali-T880GPU ()
* Intel’s Knight Landing: 2"4 Generation Xeon Phi Processor (')
 AMD'’s Carrizo APU (| 1)
* Oracle’s Sonoma Processor (1 )

* HotChips 2016 (HC28 )
* ARMV8-A( )
e Samsung Exynos-M1 ()
 NVIDIA Tegra SoC( )
* Oracle SPARCM7 ( 1)
* Intel Skylake (' )
* POWER9( )

* HotChips 2017 (HC29 )
* Knights Mill: Intel Xeon Phi Processor for Machine Learning ()
» Celerity: An Open Source RISC-V Tiered Accelerator Fabric ()
* Graph Streaming Processor (GSP) A Next-Generation Computing Arch. ()
* The New Intel Xeon Processor Scalable Family ()

* And many more..
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Lec7-material/L23-Final.pptx
http://www.hotchips.org/archives/hc24/
https://www.hotchips.org/wp-content/uploads/hc_archives/hc27/HC27.25-Tuesday-Epub/HC27.25.50-GPU-Epub/HC27.25.531-Mali-T880-Bratt-ARM-2015_08_23.pdf
https://www.hotchips.org/wp-content/uploads/hc_archives/hc27/HC27.25-Tuesday-Epub/HC27.25.70-Processors-Epub/HC27.25.710-Knights-Landing-Sodani-Intel.pdf
https://www.hotchips.org/wp-content/uploads/hc_archives/hc27/HC27.24-Monday-Epub/HC27.24.20-Multimedia-Epub/HC27.24.230-CarrizoEnergyEfficiency-Krishnan-AMD.pdf
https://www.hotchips.org/wp-content/uploads/hc_archives/hc27/HC27.24-Monday-Epub/HC27.24.30-HP-Cloud-Comm-Epub/HC27.24.330-sonoma.Vinalk-oracle-v3.pdf
http://www.hotchips.org/archives/hc28/
https://www.hotchips.org/wp-content/uploads/hc_archives/hc28/HC28.22-Monday-Epub/HC28.22.10-GPU-HPC-Epub/HC28.22.131-ARMv8-vector-Stephens-Yoshida-ARM-v8-23_51-v11.pdf
https://www.hotchips.org/wp-content/uploads/hc_archives/hc28/HC28.22-Monday-Epub/HC28.22.20-Moble-Epub/HC28.22.220-ExynosM1-BradBurgess-SAMSUNG-FINAL.pdf
https://www.hotchips.org/wp-content/uploads/hc_archives/hc28/HC28.22-Monday-Epub/HC28.22.30-Low-Power-Epub/HC28.22.322-Tegra-Parker-AndiSkende-NVIDIA-v01.pdf
https://www.hotchips.org/wp-content/uploads/hc_archives/hc28/HC28.23-Tuesday-Epub/HC28.23.80-Big-Data-Epub/HC28.23.821-SPARC-M7-Aingaran-Oracle-v9.pdf
https://www.hotchips.org/wp-content/uploads/hc_archives/hc28/HC28.23-Tuesday-Epub/HC28.23.90-High-Perform-Epub/HC28.23.911-Skylake-Doweck-Intel_SK3-r13b.pdf
https://www.hotchips.org/wp-content/uploads/hc_archives/hc28/HC28.23-Tuesday-Epub/HC28.23.90-High-Perform-Epub/HC28.23.921-.POWER9-Thompto-IBM-final.pdf
http://www.hotchips.org/archives/hc29/
https://www.hotchips.org/wp-content/uploads/hc_archives/hc29/HC29.21-Monday-Pub/HC29.21.40-Processors-Pub/HC29.21.421-Knights-Mill-Bradford-Intel-APPROVED.pdf
https://www.hotchips.org/wp-content/uploads/hc_archives/hc29/HC29.21-Monday-Pub/HC29.21.40-Processors-Pub/HC29.21.430-Celerity-RISC-V-Davidson-UCSD.pdf
https://www.hotchips.org/wp-content/uploads/hc_archives/hc29/HC29.21-Monday-Pub/HC29.21.40-Processors-Pub/HC29.21.440-Graph-Streaming-Cook-ThinCl-v1.1.pdf
https://www.hotchips.org/wp-content/uploads/hc_archives/hc29/HC29.22-Tuesday-Pub/HC29.22.90-Server-Pub/HC29.22.930-Xeon-Skylake-sp-Kumar-Intel.pdf

e HotChips 2018 (HC30

cslab@ntua 2018-2019

Samsung M3 processor ()

BROOM open-source Oo0 processor (
NVIDIA Xavier SoC (/)

ARM ML processor (| 1)

IBM Power9 Scale Up processor ()
Xilinx DNN processor ()

Vector Engine Processor of NEC’s Aurora (

And many more...

)

)
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Lec7-material/L23-Final.pptx
https://www.hotchips.org/archives/2010s/hc30/
https://www.hotchips.org/hc30/1conf/1.01_Samsung_Exynos_HotChips_MK_rev2.pdf
https://www.hotchips.org/hc30/1conf/1.03_Berkeley_BROOM_HC30.Berkeley.Celio.v02.pdf
https://www.hotchips.org/hc30/1conf/1.12_Nvidia_XavierHotchips2018Final_814.pdf
https://www.hotchips.org/hc30/2conf/2.07_ARM_ML_Processor_HC30_ARM_2018_08_17.pdf
https://www.hotchips.org/hc30/2conf/2.12_IBM_POWER9_HC30.POWER9Cv7.pdf
https://www.hotchips.org/hc30/2conf/2.11_Xilinx_HC30_Xilinx_Rahul_Nimaiyar_08212018_v2.pdf
https://www.hotchips.org/hc30/2conf/2.14_NEC_vector_NEC_SXAurora_TSUBASA_HotChips30_finalb.pdf

Vector ApXITEKTOVIKEC,
SIMD Extensions & GPUSs

cslab@ntua 2018-2019



e “Computer Architecture: A Quantitative Approach”, J. L.
Hennessy, D. A. Patterson, Morgan Kaufmann Publishers, INC.
6t" Edition, 2017

e Krste Asanovic, “Vectors & GPUs”, CS 152 Computer
Architecture and Engineering, EECS Berkeley, 2018

e Onur Mutlu, “SIMD Processors & GPUs”, Computer
Architecture — ETH Zurich, 2017 (slides)

cslab@ntua 2018-2019
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https://inst.eecs.berkeley.edu/~cs152/sp18/lectures/L15-Vectors.pdf
https://inst.eecs.berkeley.edu/~cs152/sp18/lectures/L17-GPU.pdf
https://safari.ethz.ch/architecture/fall2017/lib/exe/fetch.php?media=onur-comparch-fall2017-lecture8-afterlecture.pdf
https://www.youtube.com/watch?v=6DqM1UpTZDM
https://safari.ethz.ch/architecture/fall2017/lib/exe/fetch.php?media=onur-comparch-fall2017-lecture9-afterlecture.pdf
https://www.youtube.com/watch?v=mgtlbEqn2dA

* NMapaAAnAicpog o eminedo evtoAng (Instruction Level Parallelism - ILP)

e E€aptatal amo T mpaypaTikeC e€aptroelg SedopEvwy Tou udiotavral
QVAUEOQ OTLG EVIOAEC.

* NMapaAAnAicpog oe entinedo viapatog (Thread-Level Parallelism — TLP)

« Avarmopiotatal pnTta arno ToV MPOYPALLUOTLOTH, XPNOLLOTIOLWVTOC
TTOAAQUTTAQL VA LOITOL EKTEAECNC TA OTIOLAL ELVOLL EK KATOLOKEUC TTApAAANAQL.

* NMapaAAnAicpog oe eninedo dedbouevwy (Data-Level Parallelism — DLP)

* Avarmopiotatal pnTtd amno Tov MPOoYPALLUATIOTA N SNUoupyEeital autopata
arto TOV PETOYAWTTLOTA.

* OL 10lec evtoleg emetepyalovtal moAAamAd dedopEva TavuToxpova
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Single Instruction stream, Single Data stream (SISD)
— Uniprocessor.

Single Instruction stream, Multiple Data streams (SIMD)

— NoMarmAotl enefepyaoteég, idlec evitoAég, OSiadopetikd dedoupeva (data-level
parallelism).

e Multiple Instruction streams, Single Data stream (MISD)

— MéxpL onuepa 6ev €xel eudaVIOTEL OTNV ayopd KATIOLO TETOLO cuotnpa (slval
Kupilwg ywa fault tolerance, 1.X. UTTOAOYLOTEC TTOU EAEYXOUV TITHON AEPOOCKAPWV).

Multiple Instruction streams, Multiple Data streams (MIMD)

— O KkaBe emetepyaotnic ekTeAEL TIC OLKEC TOU EVTOAEG Kall eTteéepyaletal Ta SIKA TOU
debdopéva. MoAhamAad napdAAnAa vipata (thread-level parallelism).

[Mike Flynn, “Very high-speed computing systems”. Proc. of IEEE 54, 1966]
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* [1IPOKUTITEL OTTO TO YEYOVOC OTL OL LOLEC EVTOAEC emeéepyalovTall
rntoA\atAd Sladopetika dedopeEva TauToxpova.

* NMOANOTTAEC «ETIEEEPYAOTIKESY» LOVADEC

* Moapadeiypata eboppoywV UE CNUOAVTIKO TIAPAAANALOUO
dedopevwy:
* Emotnuovikeg edpappoyeC (mpaelc pe mivakeg)
* Emetepyaoia elkOVOC KoL X0V

e AAyOplOpoL unXovIKAG pabnong

cslab@ntua 2018-2019
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* [wati Single Instruction Multiple Data (SIMD) apyxttektovikn?

* Mua evtoAr) =2 moAAarmAd dedopéva = KaAutepo energy-
efficiency

e Otav urtapyel DLP — géaptdatal ano tnv ebappoyn, Tov oAyoplopo,
TPOYPOUHOTLOTH, TOV LETOYAWTTLOTA

* Mobile devices

* O POYPOUUOTLOTAC ouveXileL va okePTeTAL (TtEPLITOU)
akoAouBLaka

cslab@ntua 2018-2019
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1. Vector

2. SIMD Extensions

3. GPUs

cslab@ntua 2018-2019
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* [IpOKETOL YLO OAPXLTEKTOVLKN TIOU UTTOOTNPL{EL OTO UALKO TNV
eKTEAEON SLavUopATWVY 1N aAALwC vectors

* 'Evog vector (Stavuopa) eival evag LovodlaoTatog iVaKoG
apLOpwv
* Epdavitovrtal oe moAAEC edOPUOYEC
for (i=0; i<n; i++)
C[i] = A[i] + BI[i];

* |otopka
e Epdaviotnkav otnv dekaetia tov 1970
 Kuplapynoav otov xwpo tou supercomputing (1970-1990)
*  ZNUOVTLKA TTAEOVEKTAMOTA YLOL CUYKEKPLUEVEC EPAPUOYEC —
EMAVEPYOVTAL SUVOLKA

cslab@ntua 2018-2019
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1. QepveL amo tnv pvnun eva cuvolo SeSoUEVWVY Kal T
amoBnkeleL o peyala register files = Vector registers

ExkteAel pia mpa&n oto cuvoAo OAwV aUTWV TwV SESOUEVWV

[padeL T amoTeEAEopATA TILOW OTNV UVALLN

* OLKaTaxwpnTeG EAEYXOVTOAL OO TOV compiler ko
XpNOoLHomoLouvTLa yLoL Va:

* Kpuyouv tov xpovo mpocBacng otnv UvAUn

e EkpetaAAeutouv To memory bandwidth

Vector Instructions & Architecture Support
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Mt evtoAn vector mpayuoTomnoLleL pia mpaén os kabe otolxeio
Tou vector o€ StadoxLkoU ¢ KUKAOUG

 Pipelined functional units

 KaBe otadilo tou pipeline emetepyaletal eva SL1adpopeTLKO OTOLXELO

e Ouvector eVvIOAEC eTUTPETIOVV TNV LAOTtOLNON pipelines pe
neplocotepa otadla (deep pipelines)
 Aev unapyouv e€apTtNOELC LECO OTOUG vectors
Aev UTApxeL EAeyx0C PONC LECA OTOUC vectors

* Hyvwon twv strides oXeTIKA LLE TIC MPOOBACELS OTNV UVAN ETULTPETIEL
amnoteAeopatiko prefetching
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for (i=0; i<n; i++) V |V |V
C[i] = A[i] * B[1i]; 1 2 |3

. =
Six stage multiply pipeline | /¢

V1i*¥V2-> V3

cslab@ntua 2018-2019
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VECTOR REGISTERS

——|||ll] =]l ¢ Scalar Unit
—— f:j;fﬁ_:" s — Load/Store Architecture
— I/ | e .
= g e Vector Extensions
| — i 51| FLOATING ]
MEoRY e T W = — Vector Registers
| SCALAR REGISTERS o .
™ — Vector Instructions
S e  Highly pipelined functional
S SCALAR :
ADDRESS REGISTERS T;L‘ orron o units
agy B i l'_h
* Interleaved memory system

y il
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LI hed
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— Memory banks

@- o JFI ! _]I
- 4 5
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e Otav dev uTtApPYOULV EEQPTNOELC LECO OTOUC vectors
* H pipeline texvikry ouAeUel TOAU KaAd

EmutpemneLnv unapén deep pipelines

e KaBe evtoAn avtumpoowrieVel TTOAAN SoUAeLd

* AmAovotepn Aoyikn yia instruction fetch kat avaykn ywo Alyotepo
memory bandwidth Aoyw instructions

 OumpooBaocelc otnv Hvnun yivovtal e regular patterns

* Awotepa branch instructions

cslab@ntua 2018-2019
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 AoulAegUel KaAd povo otav uTtapxeL StaBeotpoc mapaAANALOUOC
dedopevwy otnv epappoyn

 Mrmopetva dnuovpynBel mpoBAnua Aoyw memory bandwidth
otav:

O AOYOC TWV EVTOAWV UTIOAOYLOLLOU TIPOC TLC EVTOAEC MvNNG Oev
KAAUTITEL TO KOOTOC TNG avayvwonc/syypadrc Twv vectors amno tnv

HvAun

* Ta bebopéva dev eival KATAAANAQ ATTOBNKEVLEVA OTNV VAN
(memory banks)
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RV64V (RISC-V base instructions + vector extensions)
*  Apxltektovikn Baoclopevn otov Cray-1
Vector data registers

32 registers, 64-bits wide each element

e 16 read ports & 8 write ports

Vector functional units

*  Fully pipelined

 Data and control hazard detection

Vector load/store unit

Fully pipelined

*  One word per clock cycle after initial latency
Scalar registers

31 general purpose registers + 32 floating point registers

cslab@ntua 2018-2019
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* \Vector data registers

e Vector control registers
* VLEN, VMASK, VSTR

 VLEN (Vector Length Register)
*  AnAwvel to péyeBoc tou vector

* H péylotn tiun tou kabopiletal amo TNV apXLTEKTOVLIKA

* MVL - Maximum Vector Length
« VMASK (Vector Mask Register)

* AnAwvel Ta otolxela Tou vector ota omnoia epappolovral oL vector
instructions

 VSTR (Vector Stride Register)

*  AnAWVEL TNV AOOTOON TWV OTOLXELWV OTNV MVAN yLa TNV dnuloupyia
£VOC vector

cslab@ntua 2018-2019
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double a, X[N], Y[N];
for (1=0; i<32; i++) {
Y[i] = a*X[i] + Y[il;

cslab@ntua 2018-2019

fld
addi
Loop:
fld
fmul.d
fld
fadd.d
fsd
addi
addi
bne

fO,a
x28,X5,#256

f1,0(x5)
f1,f1,f0
f2,0(x6)
f2,f2,f1
f2,0(x6)
X9,X5,#8
X06,X6,#8
x28,x5,Loop

# Load scalar a
# Last address to load

# load X[i]

#a* X[

# load YIi]

#a* X[i] + Y[i]

# store into Y[i]

# Increment index to X
# Increment index to Y
# check if done
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DAXPY Napadewypa — Vector Code

vsetdcfg 4*FP64 # Enable 4 DP FP vregs

fld f0,a # Load scalar a
double a, X[N], Y[NJ; vid v0,x5 # Load vector X
for (i:(_); <32 i_++){ _ vmul v1,v0,f0  # Vector-scalar mult
Yl = arxqi]+ vk vid V2,X6 # Load vector Y
} vadd v3,vlyv2 # Vector-vector add
vst v3,X6 # Store the sum
vdisable # Disable vector regs

8 instructions for RV64YV (vector code)
VSs.
258 instructions for RV64G (scalar code)
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 H enidoon eCaptatal oo TPELC TTAPAYOVTEC:
Méyeboc twv vectors
*  Aoptkoi kivduvol (structural hazards)

 E¢aptnoceic bebopevwy (data dependencies)

e Lanes

*  NoAhamAa mapdAAnAa pipelines mou apayouv dUo ) TEPLOCOTEPQL
amoteAEéopata o€ KABE KUKAO

* Convoy
* Vector instructions mou Ba pmopovcav va EKTEAECTOUV TOUTOXPOVA

* Xwpic doutkoug kKvduvouc

cslab@ntua 2018-2019
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* AkoAouOiec amo read-after-write e€aptnosic dedopevwy
TormoBeTouvToL 0To LObLo convoy Kol EKTEAOUVTOL LECW TNC
TEXVLKNG ToU chaining

Vv V|V V||V
LV - vIN 1 2 (3 4115
MULV v3,vl,v2
ADDV v5,\‘v3, v4
Chain Chain
Load N R N N
Unit ' '
T Mult, A
Memory
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e Cha

ining
Mua vector evtoAn ekvael va ekteAeltal kaBwc otolxeia Tou vector
source operand yivovtal StaBgopa

e Chime

cslab@ntua 2018-2019

Movada xpovou yLa TV EKTEAECN EVOC convoy
m convoys ekteAouvtal o€ m chimes ywa vector length n

Xpelaletol (m x n) kUkAoucg yia vector length n

84



vid vO,x5 # Load vector X
vmul  v1,v0,fO # Vector-scalar multiply

vid V2,X6 # Load vector Y
vadd v3,vl,v2 # Vector-vector add
vst v3,X6 # Store the sum
Convoys:

15t chime: vid vmul

2"d chime: vid vadd

3 chime: vst

* 3 chimes, 2 FP ops per result, cycles per FLOP = 1.5
* For 32 element vectors, requires 32 x 3 =96 clock cycles

cslab@ntua 2018-2019
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Start up time 2 KaBuotépnon pExpL va yepiost to pipeline
Execute more than vector elements per cycle?
 Multiple lanes execution

Vector length != Maximum Vector Length (MVL)?
* Vector Length Register + Strip mining

If statements + vector operations?

 Vector Mask Register + Predication

Memory system?

*  Memory banks

Multiple dimensional matrices?

* Vector Stride Register

Sparse matrices?

e Scatter/gather operations

Programming a vector computer?

cslab@ntua 2018-2019
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VADD A,B > C

Execution using
one pipelined
functional unit

Execution using
four pipelined
functional units

A[6] B[6] A[24] B[24] A[25] B[25]A[26] B[26]A[27] B[27]
A[5] B[5] A[20] B[20] A[21] B[21]A[22] B[22]A[23] B[23]
A[4] B[4] A[16] B[16] A[17] B[17]A[18] B[18]A[19] B[19]
A[3] B[3] A[12] B[12] A[13] B[13]A[14] B[14]A[15] B[15]
| l/ | l/ | l/ | l/ | l/
T C[2] f T C[8] f T C[9] f | C[101f% | C[ll]f%
C[1]/¢ C[4]/¢ C[5]/¢ | C[6]/¢ | cmf
l l l l l

c[o] c[o] C[1] C[2] C[3]
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To otolxeio n tou vector register A givat “hardwired” oto otoweio n

Tou vector register B 2 multiple HW lanes

Functional Unit

a7 )
e = e e
JEN JEN JEN JEN
e ey
Vector [ + \ ! [ + \ ! [ + \ ! [ + \ !
Registers
~L_ Elements Elements Elements Elements
0,4s38,.. 1,5,9,.. 2,6,10, 3,7,11,
i Vi § i Vi § i Vi § i Vi §
L[ L[ L[ L[
A1 A1 A1 A1
Lane T y T T T
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Memory Subsystem
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e Can overlap execution of multiple vector instructions

— example machine has 32 elements per vector register and 8 lanes

Load Unit Multiply Unit Add Unit
o0 Y5578
eeoee d AT AT AT
time eoo0o0o0e0eb|lrrrirrledd faaEeEEEE
0000000 Alaalaaala/lleEEEEEER
OO0 T=NAAAAAAAANEEEEEEEN
ololo|olo LA AAAAA 42~ NmmmEEEEE
olololololo/o/b]alalalalal{add fm/m m/mmEm =
ololololololojola/alalAlaAlaRAlmEE EEEER
AAAAAAAANEEEEEEE
_ EEEEEEEE
Instruction

issue

Complete 24 operations/cycle while issuing 1 short instruction/cycle
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for (I=0; i<n; i++) {
Y[i] = a*X[i] + Y[i;

cslab@ntua 2018-2019

loop:

vsetdcfg 2 DP FP  # Enable 2 64b FI.Pt. regs

fld fO,a # Load scalar a

setvl t0,a0 # vl =10 = min(mvl,n)
vld v0,x5 # Load vector X

slli t1,t0,3 #11 = vl * 8 (in bytes)

add x5,x5,t1  # Increment pointer to X by vI*8
vmul vO,v0,f0 # Vector-scalar mult

vid v1,x6 # Load vector Y

vadd v1,vO,v1 # Vector-vector add

sub a0,a0,t0  #n-=vl (t0)

vst v1,X6 # Store the sum into Y

add x6,x6,t1  # Increment pointer to Y by vI*8
bnez a0,loop # Repeatifn!=0

vdisable # Disable vector regs} %



Vector Mask Registers
Disable elements through predication

for 1=0;1<64;i1=i+1){
if (X[i] !=0)
X[l = X[ = Y[;
}

cslab@ntua 2018-2019

\

vsetdcfg 2*FP64

vsetpcfgi 1

vid v0O,Xx5
vid v1,X6
fmv.d.x fO,x0
vpne pO,v0,f0
vsub vO,vO,v1l
vst v0,x5
vdisable

vpdisable

# Enable 2 64b FP vector regs
# Enable 1 predicate register
# Load vector X into vO
# Load vector Y into v1
# Put (FP) zero into fO

# Set p0O(i) to 1 if vO(i)!=f0
# Subtract under vector mask
# Store the result in X
# Disable vector registers
# Disable predicate registers



 To cvotnua HvNUNG nPEMeL va urtootnpilet upnAo bandwidth
yla vector loads & stores

* [lpoogyylon: ALAUOLPACHOC TWV TIPOCPACEWY UVAUNG OF
rnioAAamAda banks

e H pvAun xwpileton o banks ta omoia mpoomeAavvovtal
aveéaptnta

e Control bank addresses independently
* Load or store non sequential words
e  Support multiple vector processors sharing the same memory

 Mrmopetiva eéuntnpetnost N topAAANAEC TIPOOTIEAACELC OV OAEC
nnyaivouv oe dtadpopetika banks
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Bank Bank Bank
0 1 2
MDR| [ MAR MDR| [ MAR MDR| [ MAR

Data bus

Bank
15

MDR| | MAR
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| Address bus

CPU
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Base Stride
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Vector Registers l l
\ ol 3
Address il il
Generator +
0|1 67 |8 |9 A C/D|E F
Memory Banks
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 [apadeypa:
for (i=0;i<100; i=i+1)
for (j =0;j < 100; j=j+1) {
Afii] = 0.0;
for (k = 0; k < 100; k=k+1)
Al = ADJD] + BLJk] = DIK]L]

* \Vector Stride Register
e Stride: anmootaon petaéL SVO oTOLXELWVY YLa TOV OXNUATLOMO vector

* ‘lowg mpokuYouv bank conflicts

cslab@ntua 2018-2019
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 [apadeypa:
for (i=0;i<n; i=i+1)
ALKTI]] = ALK[i]] + CIM[I];

* |ndex vector instructions

vsetdcfg 4*FP64 # 4 64b FP vector registers
vid v0, X7 # Load K]

vidx vl, x5, vO # Load A[K]]]

vid V2, x28 # Load M[]

vidx v3, X6, v2 # Load C[M[]]

vadd vl, vl, v3 # Add them

VStX vl, x5, vO # Store A[K]]]

vdisable # Disable vector registers
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O compiler unmopetl va dwoel feedback otov mpoypappatioth
[ va epapuooel vector optimizations

O mpoypappatiotng uropet va dwaoel hints otov compiler

* [lowa Koppatio KwoKka va yivouv vectorized

cslab@ntua 2018-2019
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1. Vector

2. SIMD Extensions

3. GPUs
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* [loAAEC edpapuoyEC TOAVECWYV eTteéepyalovTal dedopEva Tou
EXOUV HEYEBOC ULKPOTEPO aTtO TO pMEYEBOC Ae€nc (mt.x. 32 bits)
yLOL TO OTtol0 0 eMeéepyaoTC Elval BEATIOTOMOLNUEVOC

 [Moapadeiypata:

 Ta pixels ypadikwyv avamaplotwvtol cuviABwc pe 8 bits yia kaBe kUpLo
Xpwpa + 8 bits yLa transparency

* Ta delypata nyou avamnoplotwviol cuvnBwc pe 8 n 16 bits

e SIMD Extensions

 Awopolpacpog twv functional units yla tnv tavtoxpovn eneéepyaocia
oTOLXELWV HLKPWV vectors

e [apadewypa: “partitioned” adder
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 SIMD extensions operate on small vectors
* oAU uikpotepa register files

*  Awyotepn avaykn yia upnAo memory bandwidth

* [leploplopol twv SIMD Extensions:
* O aplBuog twv data operands avtikatontpiletal oto op-code
* To instruction set yivetal meploootepo nMePLMAOKO
 Aevumnapyel Vector Length Register

 Aev unootnpilovtal tepimtAokol tpomol dtevBuvolodotnong (strided,
scatter/gather)

 Aevunapyel Vector Mask Register
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* Intel MMX (1996)
 Eight 8-bit integer ops or four 16-bit integer ops

* Peleg and Weiser, “MMX Technology Extension to the Intel
Architecture”, IEEE Micro, 1996

e Streaming SIMD Extensions (SSE) (1999)
 Eight 16-bit integer ops
*  Four 32-bit integer/fp ops or two 64-bit integer/fp ops
 Advanced Vector Extensions (2010)
*  Four 64-bit integer/fp ops
e AVX-512 (2017)
* Eight 64-bit integer/fp ops
 Operands must be consecutive and aligned memory locations
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SIMD Extensions — Mapadsypa

fld
splat.4D
addi
Loop:
fld.4D
fmul.4D
fld.4D
fadd.4D

for (i=0; i<n; i++) {
Y[i] = a*X[i] + Y[i];

fsd.4D
addi
addi

bne
cslab@ntua 2018-2019

fO,a # Load scalar a
fO,f0 # Make 4 copies of a
X28,X5,#256 # Last addr. to load

f1,0(x5) # Load X[i] ... X[i+3]
f1,f1,f0 #ax X[i] ... ax X[i+3]
f2,0(x6) # Load Y[i] ... Y[i+3]
f2,f2,f1 # a x X[i]+Y]i] ...

# ... ax X[i+3]+Y[i+3]
f2,0(x6) # Store Y[i]... Y[i+3]
x5,x5,#32 # Increment index to X
X6,x6,#32 # IncrementindextoY
x28,x5,Loop  # Check if done
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1. Vector

2. SIMD Extensions

3. GPUs
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e ETMITO)UVTEC ylO TNV eMeéepyacio ypadLKwV
*  YPnAoc mapaAAnAlopoc o edpapuoyEC YpodLKwV

* GP-GPUs
 General-Purpose computation on Graphics Processing Units

e XpNOLUOTIOLOUVTOL EUPEWC YLaL TNV ETtitAxuvon data katl compute
intensive epappoywv

 Edappoyec tbavikeg yia GPGPUs
*  YPnAocg mapaAAnAlopoc
*  YUYnAo arithmetic intensity
« Meyala data sets
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 ETeEpOYEVEC LOVTEAO EKTEAEONC
« HCPU &ivat o Host
* H GPU &ivaL to device

Emukowwvia péocw PCle bus

MovtEAo MPOYPOALLATIONOU
 C-like y\wooa npoypappatiopou ywo GPU
* Baoiletal otnv €vvola twv “threads”
e Single Instruction, Multiple threads (SIMT)
e Multi-threaded tpoypaLATIOTIKO LOVTEAO

e Atadopetiko amno SIMD rnou xpnotpornolel data parallel
TIPOYPOLLUOTLOTLKO LOVTEAO

e Juvdualel SIMD kat Multithreading
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 OLGPUs anoteAovvtal amno noANATAOUC ETIEEEPYAOTEC

 KaBe évac enetepyaotnic anoteAeital anod eva multithreaded SIMD
pipeline

 To pipeline extéAeonc Twv evioAwv Asttoupyel oav eva SIMD
pipeline

* OMWC, O TIPOYPALLATIONOC YiveTal e TNV Evvola Twv threads

* Oyl pe TNV €vvola Twv SIMD evtoAwv

 KabBe thread ekteAet tnv (6la evtoAn aAAd emetepyaletal
Sladpopetikd dedopeva

 KaBe thread €xeL to 61K TOU KATAOTAON KOL UITOPEL val
eKTEAEOTEL avetaptnta
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* SIMD Extensions
*  To SIMD uAwko aélomoleital pEoa amo:
* data parallel TpoypAUATIOTIKO PLOVTEAO

* O MPOYPAUUATIOTNC (I 0 LETAYAWTTLOTAC) XPNOLLLOTIOLEL TLG
SIMD eVTOAEC yLaL vaL EKTEAEDEL TNV LOLaL EVTOAR O€ TTOAAG
dedopeva

* To omolo ekteAeital peoa amno eva SIMD poviéNo ekTtEAeoNG

 GPUs

To SIMD uAwko aélomoleital pEoa amo:
e Multithreaded mpoypaUATIOTIKO LLOVTEAO

* O MPOYPAUUATLOTAC (I O LETAYAWTTLOTHC) TTAPAYEL OELPLAKO
KWOLKA Kol SNULoUPYEL vApoTa ylo vol eKTeEAECEL ToV (6Lo
KwOLKa o€ TTIOANA Hebopéva

* To omotio ekteAeital peoca amno eva SIMD povtélo ekTtEAeoNC

cslab@ntua 2018-2019 107



 Movtelo Ekteleonc YAkoU

 KoBoplilel mwc ekteAeital £vag KWOLKAC 0TO UALKO

e SIMD -Single Instruction Multiple Data
*  Mia pon ano dtadoxikeg SIMD evtoAEg

KaBe SIMD evtoAn kaBopilel moANd Sebopéva ipoc eneéepyaoia

e SIMT - Single Instruction Multiple Threads

*  [oAAEG pogg aro scalar evtoAeg (pia yia kaBe vipo ektéAeonc)

*  [loAAd vApata opadomolouvtal duvaptke amo to hardware ylo va
ekteAEOOULV TNV 6L pon og Sladopetikad dedopeva

cslab@ntua 2018-2019 108



* To UAKO petaxelpiletal kaBe thread cav aveéaptntn oviotnta
Mrnopeiva ekteAéoel kaBe thread aveéaptnta

« Kepditovtac ta odpeAn Tou MIMD povtélou ekTEAEONC

* To UAKO prmopeil va oxnuatiosl Suvapikd groups armno threads
* [ou ekteAoLV TNV idla evtoAn

 Kepditovtac ta odpEAn tou SIMD povteAou eKTEAEONC
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 ‘Eva thread cuvdeetal e TNV eneepyacia EVOC UTTOGUVOAOU
TOU data set (data elements)

e Ta threads opyavwvovtol o€ blocks

 Ta blocks opyavwvovtal og eva grid

 To uAwko (hardware) tnc GPU duaxelpiletal ta vipata
e  OxLoledopUOYEC ] TO AELTOUPYLKO CUCTNUA

Multithreading SIMD execution
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CPU code

Ali] = B[i] * C[i];

%

(" )
for i=0;i<8192; ++i) {

J

¥

CUDA code

/[ there are 8192 threads

__global___ void KernelFunction(...) {
int tid = blockDim.x * blockIdx.x + threadldx.x;

3

int varB = BJ[tid];
int varC = C[tid];
A[tid] = varB + varC;
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 Code that works over all elements is the grid
 Thread blocks break this down into manageable sizes
e 512 threads per block (defined by the programmer)
* Groups of 32 threads combined into a SIMD thread or “warp”
* Grid size = 16 thread blocks
« 8192 elements / 512 threads per block

 Blockis analogous to a strip-mined vector loop with vector
length of 32

 Athread block is assigned to a multithreaded SIMD processor
by the thread block scheduler

 Current-generation GPUs have tens of multithreaded SIMD
processors
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Napadsiypa — Threads and Blocks

Grid

AL 0 J=B[ 0 J]*C[ O
ssmp | Al 1 J=B[ 1 ]=*C[ 1
Thread0 | =~
Al 31 1=8B[ 31 ] *cC[ 31
Al 32 1=B[ 32 ]*C[ 32
SIMD Al 33 ]1=B[ 33 ]*C[ 33
Thread 'I‘]—lreadl .. - e e e
Block Al 63 1=B[ 63 ] *C[ 63
0 AL 64 1=B[ 64 ] *C[ 64
A[ 4797 =B [ 479 ] * C[ 479
A[ 4807 =B [ 480 ] * C[ 480
SIMD . *
SIMD AL 481]1-B[481 ] *c[ 481
A[ 5111 =B [ 511 ] * C[ 511
Al 512] =B [ 512 ] * C[ 512
A[ 76797 =B [7679 ] * C[ 7679
A[ 76807 =B [ 7680 ] * C[ 7680
SIMD A[ 7681] =B [ 7681 ] * C[ 7681
Threadd | =
A[ 77111 =B [7711 ] * [ 7711
A[ 77121 =B [7712 ] * C[ 7712
SIMD | AL 77131 =B [7713 ] * C[ 7713
B 1
Block A[ 77431 =B [7743 ] * C[ 7743
15 A[ 7744] =B [ 7744 | * C[ 7744
A[ 8159] =B [8159 ] * C[ 8159
Al 8160] =B [8160 1 * C[ 8160
SIMD Al 8161] =B [8161 ] * 161
Thread 15 [ 8161] [8161 ] CL 816
A[ 8191] =B [8191 ] * C[ 8191
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* Groups of 32 threads combined into a SIMD thread or “warp”
* Mapped to 16 (or 32) physical lanes
* Upto 32 warps are scheduled on a single SIMD processor

Each warp has its own PC

 Eachthread in a warp has its own register set (depends on the
architecture & limits the number of warps per SIMD processor)

 Thread scheduler uses scoreboard to dispatch warps
By definition, no data dependencies between warps
 Dispatch warps into pipeline, hide memory latency

 Thread block scheduler schedules blocks to SIMD processors
* Within each SIMD processor:

*  Wide and shallow pipelined functional units compared to vector
processors

cslab@ntua 2018-2019 115



cslab@ntua

Instruction

Warp scheduler

cache
A
Y
Instruction register
] [
¥ Y Y Y Y Y y Y ¥ y Y Y y ¥ Y Y
SIMD lanes
(thread
processors)
Regi- | Reg Reg Reg Reg Reg Reg Reg Reg Reg Reg Reg Reg Reg Reg Reg
sters
TKx32 [1Kx32 |[1Kx32 |1Kx32 |1Kx32 |[1Kx32 [1Kx32 [1Kx32 [1Kx32 | 1TKx32 | 1TKx32 | 1TKx32 [ 1Kx 32 [1Kx 32 | 1Kx 32 | 1Kx 32
Load Load Load Load Load Load Load Load Load Load Load Load Load Load Load Load
store store store store store store store store store store store store store store store store
unit unit unit unit unit unit unit unit unit unit unit unit unit unit unit unit
\/ Y
Address coalescing unit Interconnection network
| A
Y Y y v
Local memor To global
y
memor
64 KB Y
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Time

\

SIMD thread scheduler

SIMD thread 8 instruction 11

Y Y Y Y Y Y Y YYYYYYNYOYOY
|

P+ 1t 1 1 1 1 1 1 111

SIMD thread 1 instruction 42

Y Y Y Y YV Y Y Y YV YYYOYY

SIMD thread 3 instruction 95

YYYY Y YYYYYYYYYNYY

SIMD thread 8 instruction 12

Y Y Y Y Y YYYY YV YV YOYOY

N [N [N N N I N N N A A B _—

SIMD thread 3 instruction 96

Y Y Y Y Y Y Y Y Y YYYYNYOYY

P+ 1t 1 1 1 1 1 1 1 1 19|

SIMD thread 1 instruction 43

Y Y Y Y Y Y YYYYYYYYYY
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Warp == SIMD thread

One warp is a single thread in the
hardware

Multiple warps are interleaved in
execution on a single SIMD
processor to hide latencies
(memory and functional unit)

A single thread block can contain
multiple warps, all mapped to
single SIMD processor

Can have multiple thread blocks
executing on one SIMD processor
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e |SA is an abstraction of the hardware instruction set

 ‘“Parallel Thread Execution (PTX)”
» opcode.type d,a,b,c;
 Xpnowuormolet virtual registers
* H petadpaon og KWOLKA LNXOVAC TIpayATOTOLE(TAL ato TO software

* Napadeypa:

shl.s32 RS, blockldx, 9 ; Thread Block ID * Block size (512 or 29)
add.s32 RS, RS, threadldx ; R8 =i=my CUDA thread ID
|d.global.f64  RDO, [X+R8] ; RDO = X][i]

|d.global.f64 RD2, [Y+R8] ; RD2 =Y]i]

mul.f64 ROD, RDO, RD4 ; Product in RDO = RDO * RD4 (scalar a)
add.f64 ROD, RDO, RD2 ; Sum in RDO = RDO + RD2 (Y]i])
st.global.f64 [Y+R8], RDO ; Y[i] = sum (X[i]*a + Y[i])
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 Like vector architectures, GPU branch hardware uses internal
masks
 Also uses
*  Branch synchronization stack
* Entries consist of masks for each SIMD lane
* |.e. which threads commit their results (all threads execute)

* Instruction markers to manage when a branch diverges into multiple
execution paths

* Push on divergent branch
 ..and when paths converge

* Act as barriers

* Pops stack

 Per-thread-lane 1-bit predicate register, specified by
programmer
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* Shallow memory hierarchy
Multithreading 2 hides memory latency

 Each SIMD Lane has private section of off-chip DRAM

14 (ll

“Private memory” (“local memory” in NVIDIA’s terminology)

 Contains stack frame, spilling registers, and private variables

 Each multithreaded SIMD processor also has local memory
*  “local memory” (“shared memory” in NVIDIA’s terminology)

*  Scratchpad memory = managed explicitly by the programmer
* Shared by SIMD lanes / threads within a block

e Memory shared by SIMD processors is GPU Memory
« “GPU memory” (“global memory” in NVIDIA’s terminology)

* Host can read and write GPU memory
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 Each SIMD processor has:

Two SIMD thread (warp) schedulers, two instruction dispatch units
 Two sets of:

e 16 SIMD lanes (SIMD width=32, chime=2 cycles)

* 16 load-store units,

e 8 special function units

Two threads of SIMD instructions (warps) are scheduled every two
clock cycles simultaneously

* Fastsingle-, double-, and half-precision

 High Bandwidth Memory 2 (HBM2) at 732 GB/s

* NVLink between multiple GPUs (20 GB/s in each direction)
e Unified virtual memory and paging support

cslab@ntua 2018-2019 121



cslab@ntua 201¢

NVIDIA’s Pascal SIMD Processor

Instruction Cache

Instruction Buffer

Instruction Buffer

Register File (32,768 x 32-bit)

DP DP
Unit Unit
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Texture / L1 Cache

64KB Shared Memory
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*  OpOLOTNTEC ME Vector aPXLTEKTOVLKEG
*  Aoulevel emtionc kaAa yia data-level parallel mpopfAfuata
e  Scatter-gather transfers
*  Mask registers

* Large register files

* AlodOpEC UE vector OPXLTEKTOVLKEC
 Aevumnapyxel scalar emeéepyaotnc

 Xpnowormotelt multithreading yia va kpU el tnv kaBuotEpnon otnv
npooBaon NG UVAUNG

* 'ExetLmoAAamAa functional units, oe avtiBeon e ta Altya deeply
pipelined functional units touv €xouv oL vector apXLTEKTOVLKEC
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PC SIMD thread scheduler
Instruction PC Instruction I
PCH—  cache PC cache Dispatch unit
h 4 |7 PC | v
Instruction register Instruction register
' [Maskl  [Mask| Mask Mask] | [Maskl  [Maskl Mask Mask
Control ’—/L_FUO;E ’JF_LIKI ’_fglijl—:_]ﬁgg AFETAN A BAT)Y | R P N | R
processor A A A A A A I)
R age s 2 i o tty 11v 1 11
" 0 2 0 0 0 0
o 4 5 6 7 1 1 1 1
® o
o @
5 g
< 4
§ 60 61 62 63 1023 1023 1023 1023
7 S Z S 2 S 2. 2 S Z S 2 S 2.
Vector load/store unit SIMD load/store unit
vt v v4 v4
Address coalescing unit
v vi
Memorznniwtterface Memory interface unit

v vt
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 OLGPUs gxouv neploootepa SIMD lanes
e OLGPUs unootnpifouv oto LVALKO Tieploootepa threads

e Kot otduo gxouv 2:1 avaloyia petaév double- and single-
precision performance

* Kat ot duo €xouv 64-bit StevBuvoelg, aAAad oL GPUs €xouv
ULKPOTEPN MVAUN
 Ta SIMD extensions 6gv unootnpilouv scatter-gather evtoAgg
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* NMapaAAnAicpog o eminedo evtoAng (Instruction Level Parallelism - ILP)

e E€aptatal amo T mpaypaTikeC e€aptroelg SedopEvwy Tou udiotavral
QVAUEOQ OTLG EVIOAEC.

* NMapaAAnAicpog oe entinedo viapatog (Thread-Level Parallelism — TLP)

« Avarmopiotatal pnTta arno ToV MPOYPALLUOTLOTH, XPNOLLOTIOLWVTOC
TTOAAQUTTAQL VA LOITOL EKTEAECNC TA OTIOLAL ELVOLL EK KATOLOKEUC TTApAAANAQL.

* NMapaAAnAicpog oe eninedo dedbouevwy (Data-Level Parallelism — DLP)

* Avarmopiotatal pnTtd amno Tov MPOoYPALLUATIOTA N SNUoupyEeital autopata
arto TOV PETOYAWTTLOTA.

* OL 10lec evtoleg emetepyalovtal moAAamAd dedopEva TavuToxpova

cslab@ntua 2018-2019 126



